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Abstract. Text-to-Image (T2I) models often reproduce societal stereotypes,
particularly in their depictions of people in occupational roles. By reinforcing
these harmful associations, such models contribute to an unfair and imbalanced
portrayal of professions. We introduce the Diverse Job Prompt Optimizer (DJ-
PO), a prototype that uses a reward model to score prompts on their likeliness
of generating stereotypical outputs (images) and a Large Language Model to
optimize prompts that generate stereotypical output. A dataset was created from
1,200 human rankings of images generated from “diverse”, “neutral”, and “ste-
reotypical” prompts, then synthetically augmented to 10,800 data points. Using
the collected human rankings, we trained a SentenceTransformer-based reward
model with a listwise ranking objective to predict the stereotypicality score of
each prompt. Human evaluation confirmed that images generated using the DJ-
PO prototype were rated as less stereotypical than those generated by calling
the T2I model directly. The DJ-PO framework demonstrates that a text-only
feedback loop provides a viable and resource efficient method for correcting ex-
isting bias in T2I models by automated prompt optimization using human rat-
ings of stereotypicality without requiring T2I model retraining or fine-tuning of
large T2I models. DJ-PO provides a practical step toward more ethical, inclu-
sive and aligned Al-generated content.
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1 Introduction

In recent years, Generative Al (GenAl) models have revolutionized the creative indus-
try, offering unprecedented tools for ideation and automation. Alongside these innova-
tions lies a concern however: the reinforcement of stereotypes in Al-generated content.
When creative professionals and hobbyists alike prompt AI models to generate images
of people in occupational roles, the results often reflect biased stereotypes (Figure 1).
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Fig. 1. Examples of images of a CEO generated by GPT-Image-1 (5 instances).

Large GenAl models are inherently prone to biases inherited from their training data,
which can manifest from user prompts into outputs, potentially reinforcing stereotypes
and presenting ethical challenges [1]. As large GenAl models gravitate naturally to-
wards the mean, biases can shape outputs that do not accurately reflect the inherent
diversity of the real world? [2].

In creative industries such as digital marketing, professionals increasingly rely on
generative Al to develop visual content. Yet, many face challenges in steering outputs,
especially when models reproduce societal biases embedded in the training data. This
lack of control not only limits creative expression but also raises ethical concerns when
occupational depictions reflect reductive or harmful stereotypes. This creates a need for
more accessible, generalizable and resource effective methods to reduce stereotypes in
generative content.

The current primary approach to controlling a model’s output relies on manually
curated data collection, fine-tuning, or retraining from the ground up. He et al. [3] note,
however, that these methods are resource-intensive and often lack the flexibility to gen-
eralize across different models and generative Al platforms, limiting their ability to
support a wide range of styles and ideas.

This study addresses the need for greater control over GenAl outputs specifically in
preventing stereotypes in Al-generated occupational depictions and investigates the fol-
lowing research question: to what extent can Al Models be used to optimize prompts
to reduce stereotypical representations in the output of Text to Image (T2I) models? By
investigating this, this study aims to contribute to a more ethical and inclusive applica-
tion of GenAl.

By prototyping a prompt optimization solution, this study gives creative profession-
als and hobbyists more control over the model’s prompt preprocessing, helping them
steer outputs away from harmful or reductive representations. Instead of relying solely
on manual prompt refinement or post-editing, this approach leverages Al capabilities
to detect and mitigate bias before content is generated. The goal is not to eliminate all
instances of stereotypical output, but to provide a framework that can significantly re-
duce their frequency, enhancing both creative control and representational diversity in
Al-generated imagery.

First, we give an overview of related works (Section 2) in bias surrounding GenAl
and prompt optimization. The methodology (Section 3) covers data collection, interme-
diate results of the prompt engineering strategy, the creation of synthetic training data,
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the reward model training and the setup of the DJ-PO prototype, followed by a descrip-
tion of the results (Section 4). The study ends with a conclusion and discussion (Section
5) of findings and implications for ethical GenAl use.

2 Related Works

2.1  Stereotypes

Stereotypes are generalized beliefs or assumptions about the traits, behaviors, or roles
associated with certain groups of people [4]. These beliefs frequently emerge from so-
cial and cultural narratives rather than from firsthand knowledge or experience [5]. To
tackle the problem of stereotypes, this study focuses on diversification.

Diversity, in this study, refers to the representation of a broad range of human ap-
pearances across generated images. However, it is essential to acknowledge that this
operational definition is inherently superficial, designed specifically for the domain of
generating images of humans in occupational roles. True diversity cannot be reduced
to a fixed list of attributes or a set of categories that one can simply “cover” to produce
inclusive output. Rather, diversity is complex and multidimensional [6]. Within any
given diversity category, such as gender or ethnicity, there exist further layers, varia-
tion, subgroups, and nuance. For example, gender identity includes not only male and
female identities but also transgender, non-binary, gender-fluid identities, and every-
thing in between, each of which intersects with other identity markers in different ways
[6].

GenAl often reinforces stereotypes and reflects biased norms due to biased,
overrepresented homogenic internet training data [7]. These stereotypes often reinforce
existing power imbalances [8] contributing to an unfair balance in occupational roles.
Additionally, such biases can harm local identities [9], making fair visual representation
a cultural and ethical challenge, not just a technical one. These findings suggest that
T2I model outputs are frequently shaped by harmful stereotypes, and that promoting
greater representational diversity offers a promising pathway to mitigate these biases.

2.2 Prompt Optimization

Controlling the output of T2I models on specific diversity aspects can potentially re-
duce the reinforcement of stereotypes. In the literature LLMs have been shown to be
effective at optimizing prompts to achieve this control. A key example is Optimization-
by-Prompting (OPT2I) by Maiias et al. [10] which uses an LLM to iteratively revise
prompts based on feedback scores measuring prompt-image consistency. The multi-
modal LLM (vision and language) learns through in-context learning [11]. By provid-
ing examples of good and bad prompt-image scores the LLM can learn inside of the
context window of the LLM what a good prompt-image consistency looks like. The
score is determined using a consistency metric to evaluate the generated images in re-
lation to the user prompt. This approach demonstrates that LLMs can steer the outputs
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of T2I models through prompt refinement, offering an alternative to full model retrain-
ing. However, due to the multiple image versions generated in the optimization process,
this approach is computationally substantial.

Other approaches have utilized reinforcement learning. Mo et al. [12] for instance,
fine-tune a language model on curated prompts and apply reinforcement learning to
optimize for aesthetics and semantic alignment. Their approach resulted in enhanced
prompt quality through a hard-coded reward function that evaluates specific visual and
semantic attributes. While effective, this reliance on fine-tuning is computationally in-
tensive and not feasible for closed-source models where internal parameters are inac-
cessible.

To embed more nuanced subjective human values, such as reducing stereotypes, the
hard-coded reward function approach described above is insufficient. A more advanced
technique is Reinforcement Learning from Human Feedback (RLHF), which enables
the integration of such values by training a separate reward model from human evalua-
tions [13], [14]. In a typical RLHF process, this reward model then teaches the main
LLM, through reinforcement learning, which kinds of outputs are preferred. This offers
a scalable way to embed subjective human values, but again, this approach traditionally
requires fine-tuning the main model’s internal parameters.

The literature thus presents two promising concepts: the lightweight, iterative, in
context feedback loop from OPT2I and the use of a reward model from RLHF to cap-
ture subjective values. The DJ-PO approach introduced in this study builds upon these
foundations. It adapts the OPT2I feedback loop but replaces the computationally ex-
pensive image generation and consistency scoring step. Instead, it employs a pre-
trained reward model to score the prompt itself on its likelihood of producing stereo-
typical content. If a prompt scores poorly, an LLM optimizes it, and the new prompt is
re-scored. By focusing the prototype on prompt refinement alone, rather than complete
T2I model fine-tuning, this study explores the possibility to create a lightweight frame-
work that can be adapted to different objectives simply by modifying the scoring metric.

3 Method

This section first describes how the initial dataset was collected (3.1). Thereafter, the
intermediate results of the human rankings are discussed (3.2) to form a basis for the
synthetic data collection methodology (3.3), followed by the method to train the reward
model using the synthetic dataset (3.4). Finally, the method by which the DJ-PO proto-
type is set up is described (3.5). For a visual overview of the method section see figure
2.
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Fig. 2. Method section overview.

3.1 Data collection

To train a reward model capable of evaluating the stereotypicality of image prompts, a
custom dataset was constructed through a controlled and scalable data collection pro-
cess. The goal of this phase was to gather human judgments on how stereotypical the
images generated from specific prompts appeared. To acquire a useable dataset, 40
hand-curated occupation titles were selected. These occupational titles were selected to
ensure coverage in their association with common societal stereotypes across gender,
race, social class, and cultural narratives. For each occupation, three distinct prompt
variations were generated using prompt engineering techniques with GPT-4o, see table
1. These prompt variations were designed to generate stereotypical, neutral, and diverse
visual outputs in T2I models, resulting in a total of 120 unique image-prompt pairs. It
is important to note that the labels “stereotypical,” “neutral,” and “diverse” refer to the
intended tendencies of the outputs in T2I models rather than intrinsic properties of the
prompts themselves. All 120 prompts were used to generate images via OpenAl’s GPT-
Image-1 (Image quality: medium, 1024x1024).

Table 1. Examples of Stereotypical, Neutral and Diverse Prompts.

Stereotypical Generate an image of a Lawyer passionately arguing a case in a
prompt: grand courtroom, wearing a black robe and standing beside a
wooden podium.

Neutral prompt:  Generate an image of a Lawyer.
Diverse prompt:  Generate an image of a Lawyer who is a young adult confidently
presenting a case in a courtroom.

To generate diverse prompts, diversity aspects were selected from legal standards
and literature. The Dutch law of equal treatment [15] offered a strong base, including
religion/belief, race and ethnic origin, and gender identity and expression. Some aspects
mentioned in this framework are not visually identifiable or suitable for image genera-
tion of occupational roles, such as political affiliation and pregnancy, and were there-
fore left out of the selection. Literature on occupational stereotypes provided additional
aspects: body [16], age [17] and disability [18]. Combining these aspects resulted in a
final list of seven diversification aspects: religion/belief, race/ethnic origin, gender
identity/expression, nationality, ability/disability status, age/generational identity and
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body type (full descriptions of each aspect is provided in Appendix 1). Prompts belong-
ing to the diverse prompt group were generated using one or sometimes two of the
seven diversification aspects. Early experimentation showed the best results when com-
bining one or two of the seven diversification aspects.

1y ossscioL
LIV i

Rank the Images Based on How Stereotypical They Are

Stereotypes are generalized beliefs or assumptions about the traits, behaviors, or roles associated with certain groups of people (Marx & Ko, 2019)

Please carefully consider the description of the job when ranking the images.

Total Submissions: 0

« Left = Most Stereotypical Right = Least Stereotypical >

Submit Ranking

Fig. 3. Ranking system frontend.

Human annotators (n=10) were recruited to assess images generated from the three
prompt groups (Figure 3). Each participant was presented with randomized sets of six
images, accompanied by their corresponding occupational titles, and asked to rank them
from least to most stereotypical. Each annotator completed 20 ranking tasks, resulting
in 120 ranked prompt-image datapoints per individual and a total of 1,200 ranked
prompt-image datapoints overall. The annotators included 8 males and 2 females, with
an average age of 23.7. In terms of nationality, 8 were Dutch, 1 Polish, and 1 Turkish.
The ranking data was stored in JSON format and was used as training data for the re-
ward model.
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3.2 Intermediate Results Prompt Engineering

Average Rankings by Prompt Group

Average prompt stereotypicality rank (lower is more stereotypical)
w

Stereotypical prompt Neutral prompt Diverse prompt
M=1.98, SD=0.78 M=1.86, SD=0.82 M=3.83, SD=0.93*

(Prompt Group)
* Significant difference (p < 0.05) between these groups (Tukey HSD).

Fig. 4. ANOVA Boxplot Prompt Groups.

Before proceeding with synthetic data generation, we first evaluated whether the initial
prompt engineering strategy successfully created distinguishable levels of stereotypi-
cality across the three prompt groups. This analysis aimed to determine whether
prompts engineered for diversity led to outputs that human annotators perceived as less
stereotypical.

Prior to the ANOVA, Bartlett’s test for homogeneity of variance was performed to
evaluate the assumption of equal variances across groups. The test yielded a non-sig-
nificant result (y> = 1.26, p = 0.531), indicating that the variability in scores was com-
parable across groups [19]. In addition, a Shapiro—Wilk test confirmed the normality
assumption for the ANOVA residuals (W = 0.994, p = 0.877), suggesting that the re-
siduals were approximately normally distributed [20].

A one-way ANOVA revealed a statistically significant difference in stereotypicality
scores across the three groups, F(2, 117) =68.53, p <.001 (see Figure 4) [20]. Post-hoc
Tukey tests revealed that diverse prompts (M = 3.83, SD = 0.93) ranked significantly
higher on stereotypicality (i.e., were perceived as less stereotypical / more diverse)
compared to both neutral prompts (M = 1.86, SD = 0.82, p < .001) and stereotypical
prompts (M = 1.98, SD = 0.78, p < .001) [21]. The difference between neutral and
stereotypical prompts was not significant (p =.779). These results confirm the effec-
tiveness of the prompt engineering strategy, demonstrating that diversity-focused
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prompts led to outputs perceived as less stereotypical by human annotators compared
to outputs derived from stereotypical and neutral prompts.

3.3  Synthetic Data Generation

The dataset of 1,200 ranked prompt-image combinations is not large enough for a re-
ward model to be able to effectively learn patterns. Therefore, synthetic data had to be
generated to augment the dataset. Since the original prompt engineering method suc-
cessfully led to outputs perceived as less stereotypical by human annotators, the same
method was also used to synthetically enlarge the dataset. While the synthetic prompts
themselves were not re-ranked by humans, they were produced using the same prompt
engineering schema that proved effective in the original sample.

Each original prompt was paraphrased eight times using GPT-40. Group 1 (stereo-
typical prompts) and Group 2 (neutral prompts) were combined because they did not
differ significantly in their stereotype ratings, as determined by the post-hoc Tukey
analysis (Figure 4). For Group 1 and 2 we prompted GPT-40 to “write one simple short
prompt that generates an image of a {job}. Start the prompt with: 'Generate an image
of a {job}...”. For Group 3 (diverse prompts) prompts were regenerated using the pre-
defined set of seven diversification aspects with each variation randomly incorporating
one or two distinct diversity aspects. This augmentation process enlarged the dataset
size ninefold, resulting in a total of 10,800 datapoints. Because the synthetic prompts
were paraphrased variants of the original human-ranked prompts, their stereotypicality
scores were not re-assessed but directly copied over from the corresponding original
prompt. In other words, all eight rephrasing’s of a single prompt carried the same rank-
ing value assigned to that original prompt. This parallel design suggests that the aug-
mentation process, while synthetic, likely preserved the correct underlying diversity
and stereotypicality labels.

34 Reward Model Training

To automatically evaluate stereotypicality, a reward model was trained using a listwise
ranking objective. The listwise approach considers the entire ranked list at once and
preserves groupwise context, allowing the model to learn ordinal relationships. The
architecture leverages a SentenceTransformer (all-mpnet-base-v2) to encode each
prompt sentence into a 768-dimensional embedding, capturing contextual semantics.
To retain the model’s general linguistic capabilities, the encoder weights were frozen.
A lightweight feedforward head, a single linear layer (768 — 1), was added to predict
a scalar reward score for each prompt.

The training objective combines listwise ranking loss and mean squared error (MSE)
loss [22], [23]. The listwise component uses a temperature-scaled softmax (T = 0.5) to
enforce sharper distinctions in relative rankings [24]. A small a-weight of 0.01 was
applied to balance the MSE term, ensuring that the model prioritizes correct ordering
over average score matching. This approach aims to capture a more nuanced ordinal
relationships while lightly anchoring predictions around the averaged human scores.
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The reward model was trained over 12 epochs with a learning rate of le-5. During
training only the final linear layer was updated using the AdamW optimizer [25] and a
cosine annealing scheduler [26] for stable convergence. The AdamW optimizer was
used to dynamically update weights by combining momentum from past gradients and
per-weight learning rate adjustments [27] to ensure efficient and stable training. The
cosine annealing scheduler makes the learning rate gradually slow down, helping the
model converge smoothly [26]. Performance was evaluated with Spearman’s p, chosen
for its focus on ranking consistency over exact scores [28].

3.5 DJ-PO Prototype

Traditional ‘ Prompt % T21 model% Output ‘

LLM Prompt

Reward -
model scores GISEr
Df]"_jo Prompt generates 3 T2l model Output
(optimised) prompt(s) on different

stereotypicality

version

Feedback
loop

Fig. 5. DJ-PO Prototype flowchart.

Building on the reward model trained in Section 3.4, the DJ-PO prototype operational-
izes automated prompt optimization. The reward model is used to score prompts. The
DJ-PO prototype utilizes two key Al technologies; the reward model trained on human
feedback (as described in Section 3.4) and an LLM (Figure 5). The reward model gen-
erates a score that estimates how stereotypical the output image of a given prompt is
(based on the collected human feedback in the previous step, see Section 3.4). A low
score indicates that the input prompt is likely to produce stereotypical content. In this
case the prompt is optimized by the LLM and rescored by the reward model. Similarly
to the approach in diversifying prompts, DJ-PO user prompts are optimized and diver-
sified by randomly using one of the seven diversification aspects mentioned in 3.1. For
practical reasons, each prompt is optimized and rescored up to three times; if the thresh-
old is still not exceeded, the version with the highest score is sent to the T2I model.
This ensures that an image is generated and that no excessive costs are made calling the
LLM. If the score of an input prompt is high, it is likely already a diverse prompt and
no further optimization is needed.
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Operationalizing the reward model, a threshold to differentiate prompts likely to pro-
duce stereotypical versus non-stereotypical images was established. The threshold is
determined using the Kernel Density Estimation (KDE) [29] of two manually curated
datasets. The first set consists of 120 randomly generated prompts intentionally de-
signed to elicit stereotypical images (Group 1), while the second contains 120 randomly
generated prompts constructed to encourage generating varied, non-stereotypical and
diverse images (Group 2). Prompts were generated using GPT-40. Diverse prompts
(Group 2) were generated using the same methodology described in Section 3.1, apply-
ing one or two of the seven diversification aspects. To generate stereotypical prompts
(Group 1), the LLM (GPT-40) was simply instructed to: “generate prompts to generate
images of people in professions”. This approach (Group 1) aimed to approximate the
broader distribution of typical user prompts as encountered in real-world usage. The
dataset was designed to provide an initial experimental basis for setting a threshold
between stereotypical and non-stereotypical prompts.

KDE of Scores for Each Group
T

—— Group 1 (stereotypical) KDE
—— Group 2 (optimised) KDE
=== Threshold = 0.10

T T T T T T
0.00 0.05 0.10 0.15 0.20 0.25
Score

Fig. 6. KDE Optimized vs Stereotypical prompts.

By analyzing the intersection point of the KDE curves (Figure 6), an initial threshold
of 0.10 was identified, representing the point where the likelihood of a prompt belong-
ing to either group is practically equal. To increase the system’s sensitivity in flagging
stereotypical prompts, the final threshold was adjusted slightly upward to 0.12.

If a prompt scores above 0.12, it is not optimized by the LLM. If a prompt scores
lower than 0.12, it likely generates a stereotypical output and is optimized by the LLM.
This threshold can also be altered with a slider to determine the amount of intervention
of the system depending on the use case (Figure 7).
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Fig. 7. Frontend DJ-PO Prototype.

To evaluate the effectiveness of the DJ-PO framework, we again asked 20 people to
rank 10 sets of 6 images from most to least stereotypical. This time, however, half of
the images were generated with the DJ-PO prototype, and the other half were generated
by directly calling the T2I model (gpt-image-1). A set of 20 prompts used to generate
images of humans in occupations were randomly generated by GPT-40. Two prompts
were not optimized by the DJ-PO prototype, as they did not meet the threshold value
of 0.12.

To validate the performance of the DJ-PO prototype, two statistical tests were con-
ducted. First, the assumption of equal variances was tested using Bartlett’s test [30].
Since this assumption was violated, Welch’s t-test was applied, as it is more robust
under unequal variances and appropriate for comparing two groups [31]. The results of
these statistical analyses are discussed in Section 4.2.

4 Results

4.1 Reward Model Results

Throughout training, performance of the reward model steadily improved as measured
by Spearman’s p, increasing from 0.0637 in the first epoch to 0.4915 by the final epoch.
This indicates a moderate-to-strong positive correlation between the model’s predicted
prompt rankings and the training data [32]. The result suggests the model effectively
learned to align with human judgment.
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4.2  DJ-PO Prototype Results
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Fig. 8. Welch’s T-test DJ-PO Prototype evaluation boxplot.

Bartlett’s test yielded a p-value of 0.0355, indicating a significant difference in var-
iances between the optimized and unoptimized prompt groups, thus violating the as-
sumption of homogeneity. Therefore, a Welch’s t-test was applied to compare stereo-
typicality scores. The Welch’s t-test (Figure 8) revealed a statistically significant dif-
ference in stereotypicality scores between images generated using the DJ-PO optimizer
and those generated using the traditional method, t(31.34) = 7.02, p < .001 [30]. This
result indicates that the observed difference is highly unlikely to be due to random var-
iation. Human annotators (n = 20, 10 rankings per annotator) consistently rated images
produced by the DJ-PO framework as less stereotypical, providing strong quantitative
support for the conclusion that prompt optimization via DJ-PO effectively mitigates
stereotypical bias in image generation. Figure 9 shows examples of optimized and un-
optimized images using the same base prompts. Optimized images show a more diverse
representation of the occupational role.
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Prompt:

Generate a image of a: Chef Astronomer CEO

Fig. 9. Examples of Optimized vs Unoptimized images.

5 Conclusion and Discussion

In today’s Al landscape, generative models risk reinforcing or amplifying occupa-
tional stereotypes, making interventions to promote diversity an urgent challenge. This
study introduced the DJ-PO prototype: a framework that combines reward models and
LLM:s to optimize prompts for reducing stereotypical outputs in text-to-image genera-
tion. By working at the prompt level, DJ-PO avoids the high computational costs of
image evaluation while still embedding human values such as inclusivity and diversity
into the generative process.

Automated diversity injection by randomly adding identity terms to prompts can
cause historically inaccurate depictions. To avoid this, DJ-PO introduces only a con-
trolled diversity context into the LLM optimizer, allowing for more context-aware ad-
justments rather than automatic enforcement. Additionally, it preserves user agency by
letting users adjust how strongly stereotype mitigation is applied via a tunable thresh-
old.

The results show that even with a relatively small dataset and without access to
model internals, prompt-level optimization offers a lightweight, scalable, and broadly
applicable strategy for mitigating bias in T2I systems. An important advantage of this
approach is that it requires relatively little effort, resources, or computational power,
making the methodology repeatable and accessible. DJ-PO demonstrates that prompt
optimization guided by human feedback is a promising but context-limited approach to
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reducing stereotypes in generative Al It shows that practical, resource-efficient inter-
ventions can give creative professionals and hobbyists more control over representa-
tional diversity in Al-generated content.

While the DJ-PO prototype demonstrates promising results, it is important to
acknowledge certain limitations. The technical results serve more as general indicators
of system performance rather than conclusive proof of stereotype elimination. Despite
a statistically significant difference between the two groups, the optimized prompts may
have only produced marginally less stereotypical images than their non-optimized
counterparts, as all images were Al-generated and ranked comparatively.

Even though the annotators had varied ethnic backgrounds, the feedback was col-
lected exclusively in the Netherlands, meaning the results are shaped by Western-cen-
tric perspectives. The average annotator age of 23.7 further suggests a bias toward the
perspectives of younger individuals, shaping a particular interpretation of what is con-
sidered stereotypical. This limitation highlights that the system currently reflects a nar-
row cultural lens rather than universally representative values. Therefore, the contribu-
tion of this study is best understood as a proof of concept. For DJ-PO to generalize
more broadly, it will be essential to gather annotator feedback from more diverse and
clearly defined target groups.

Since LLMs themselves carry biases, prompt optimization can unintentionally re-
place one stereotype with another. In testing, the DJ-PO prototype’s LLM (GPT-40)
often defaulted to Buddhism when asked to include a religion different from the one
typically associated with an occupation. This indicates substitution rather than genuine
diversification and underscores the need for careful prompt engineering and ongoing
evaluation, as systems intended to reduce stereotypes may inadvertently introduce new
ones. Additionally, the current framework’s focus on seven diversity dimensions (Ap-
pendix 1) is a strong starting point, but it still simplifies the multidimensional nature of
human diversity and risks introducing new stereotypes.

DJ-PO specifically targets occupational imagery, where deviating from historical
norms can be normatively justified depending on the societal context. At the same time,
users retain the ability to lower the diversity threshold when historical accuracy is de-
sired. The current diversity threshold is based on 240 prompts and may not generalize
well, highlighting the need to include real user-made prompts in future evaluations to
improve external validity.

Overfitting was observed in syntactic patterns of prompts: “Generate an image of a
male CEO” was scored as more diverse than “Generate an image of a CEO,” indicating
possible overcorrection or bias toward specific wordings. Ideally, a system trained on
more and higher quality data would recognize that the combination of the words “male”
and “CEQO” should result in a lower diversity score.

Furthermore, prompt optimization currently occurs only in the backend. Making op-
timized prompts visible to users would increase transparency and provide insight into
how the system modifies the prompt provided by the user, helping users understand and
adjust the degree of intervention more consciously.

The DJ-PO prototype offers media organizations a plug-and-play solution to reduce
stereotypes in generative image systems. More generally, its methodology can embed
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subjective human values such as beauty, humor, or emotional appeal into reward mod-
els. Relying on human rankings, DJ-PO is especially suited for tasks involving subjec-
tive interpretation: annotators can evaluate outputs on dimensions like engagement,
aesthetics, or relatability, allowing adaptation beyond stereotype reduction. The DJ-PO
approach is not limited to occupations: the same methodology could be applied to other
target groups, different stereotype dimensions, or even entirely different categories of
human representation, underscoring the versatility and transferability of the framework.
Importantly, different audiences hold different value systems; for example, a model
trained on European aesthetics may behave differently from one trained on Asian val-
ues, highlighting the role of cultural context in aligning generative models with human
preferences.

Future research should prioritize increasing data quantity to avoid reliance on syn-
thetic data collection methods. Relying on synthetic data likely reduced nuance and
masked more subtle signals of stereotypicality. Additionally, although increasing the
number of trainable layers did not initially improve performance, deeper models may
prove more effective at learning fine-grained distinctions in larger, non-synthetic da-
tasets. Future work should also compare stereotypes present in Al-generated images
with those found in real-world imagery to better understand how T2I models reflect or
amplify existing societal biases.

Another future research direction involves improving contextual optimization and
ensuring the model can better distinguish when diversity is appropriate versus when it
distorts the intended meaning of a prompt. Building upon this, another valuable direc-
tion would be testing whether the DJ-PO prototype generalizes to other or newer T2I
models beyond the one evaluated in this study. Evaluating its effectiveness across dif-
ferent generative backends could strengthen its applicability and robustness.

Future iterations of DJ-PO might also benefit from leveraging recent advances in
memory-augmented architectures or in-context learning. By allowing the LLM to retain
or recall previous prompt optimization strategies, the system could learn to diversify
prompts more effectively over time, especially when tasked with generating content
across a broader range of identities or cultural contexts.
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Appendix

The seven Diversification aspects

"With a different religion or belief than usually associated with the job",
"With a different race or ethnic origin than usually associated with the job",
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"With a different gender identity or expression (e.g., male, female, transgender, gender
fluid and more...) than usually associated with the job",

"With a different nationality than usually associated with the job (e.g., a specific coun-
try in Europe, Asia, Africa, North America, South America, Antarctica, or Australia)",
"With a different ability or disability status than usually associated with the job",
"With a different age or generational identity than usually associated with the job",
"With a different body type than usually associated with the job"



